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Abstract

The FIFA World Cup is one of the most prestigious tournament all over the world and
hence there is major interest, among fans and experts alike, in forecasting the winner of
this tournament. To investigate this issue, a class of linear mixed-effects models for quoted
winning odds from various bookmakers is explored. Based on this “prospective” data reflecting
the expectations of the bookmakers (as opposed to past performances used in many other
forecasting methods) different models for the “true” odds of winning the tournament can be
established, capturing both team-specific effects (along with effects for the team’s tournament
group and continental confederation) and bookmaker-specific variations. A selection among
various model specifications yields a model with a fixed team effect plus a random bookmaker-
specific deviation. It forecasts team Spain with a probability of 17.86% as the winner of the
tournament; the second best team is Brazil with a winning probability of 15.27%. In addition
to the forecast of the winning probability, information about the groups of the preliminaries
and the different continental confederations can be obtained from the model.

1 Introduction

The FIFA World Cup is one of the most prestigious sports tournaments all over the world. Millions of
football supporters are interested in the games and the title winner. Various strategies for forecasting the
winner of the World Cup 2010 have been proposed (e.g., J.P.Morgan, 2010; UBS Wealth Management
Research, 2010; Goldman Sachs, 2010). Here, we employ a general mixed-effects model framework which
builds upon the ideas of Leitner et al. (2009, 2010) for forecasting the winner of this tournament. Unlike
many other sports prediction methods it is not based on historical data (see e.g., Dyte and Clarke, 2000;
Goddard and Asimakopoulos, 2004) but designed for bookmakers odds for winning the World Cup, i.e.,
reflecting current expectations. The motivation for using bookmakers odds is that (a) they incorporate
expectations about a specific tournament, (b) bookmakers have financial incentives to rate teams cor-
rectly, (c) other empirical studies have shown that odds provide an efficient forecasting instrument for the
outcomes of single games (see e.g., Forrest et al., 2005; Dixon and Pope, 2004). Based on these ideas,
Leitner et al. (2009, 2010) use quoted odds to forecast the outcome of whole tournaments, such as the
UEFA Champions League 2009/10 and the EURO 2008. Their studies performed successfully, e.g., par-
ticular predicting correctly the final for the EURO 2008. Here, we adapt this method to the FIFA World
Cup 2010 and establish a model framework for the winning logits capturing different effects associated
with the participants, the bookmakers, the groups of the preliminaries and the team’s confederations lead-
ing to a variety of mixed-effects models. After establishing the general modeling approach a subsequent
model selection yields the final model upon which our forecasts for the tournament are based. For this
study we use the quoted long-term odds for winning the FIFA World Cup 2010 of 26 international book-
makers which were published online after the group draw but before the tournament started (accessed on
2010-05-29 from the bookmakers’ websites).

The FIFA World Cup is a tournament where national football teams of all six world’s confederations, the
Asian Football Confederation (AFC), the Confédération Africaine de Football (CFA), the Confederatión
of North, Central America and the Caribbean (CONCACAF), the Conferación Sudamericana de Fútbol
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(CONMEBOL), the Oceania Football (OFC) and the Union des Associations Europénnes de Football
(UEFA) compete in a multi-stage modus (qualification, group and knockout stage) to determine the World
champion (Fédération Internationale de Football Association, 2010b). First, 32 teams are determined via
a qualification stage (within the confederations) for the group stage, i.e., the main World Cup 2010
tournament carried out in June and July 2010 in South Africa. Table 2 lists the 32 teams as drawn
into eight groups, labeled A through H. Each group of four plays a round-robin—every team plays every
other team, for a total of six matches within the group—and the top two teams in each group advance to
the next stage, the round of 16. The eight winners of the round of 16 reach the quarter-final. The four
winners of the quarter-finals reach the semi-finals. The winners of the semi-finals then play the final and
the winner of the final is the World football champion (Fédération Internationale de Football Association,
2010c).

Using the quoted long-term odds for winning the FIFA World Cup 2010 of all 32 participating teams
from 26 international bookmakers, our approach predicts Spain as the winner of the tournament with
probability 17.86%; the second best team is Brazil with a winning probability of 15.27%.

The paper is organized into four sections: Section 2 gives a description of our method which is applied in
Section 3. Section 4 concludes the paper with a brief discussion.

2 Method

2.1 Pre-processing

The quoted odds of the bookmakers do not represent the true chances that a team will win the tournament,
because they include the stake and a profit margin, better known as the “overround” on the “book” (for
further details see e.g., Henery, 1999; Forrest et al., 2005). Assuming that each bookmaker b = 1, . . . , 26
applies a constant overround δb, the implied expected winning probabilities pi,b for team i = 1, . . . , 32 by
bookmaker b can be obtained from the raw quoted odds rawoddsi,b via

pi,b =
1

rawoddsi,b (1 + δb)
, (1)

where δb is chosen such that
P

i pi,b = 1.

2.2 Modeling

In order to model the expected winning probabilities pi,b for each team i = 1, . . . , 32 and bookmaker
b = 1, . . . , 26, as derived from the raw quoted odds, straightforward linear models are not appropriate as
the pi,b necessarily lie within the unit interval. Therefore, we follow the standard technique of employing
a suitable link function to transform probabilities to the real line and then using linear models for the
transformed data. Various link functions would be conceivable; standard choices include the logit or probit
link function. In the following, we employ the logit link throughout; using the probit link instead would
lead to qualitatively similar results.

On the transformed logit scale, an intuitive and straightforward strategy would be to compute team-
wise means for the consensus and team-wise standard deviations for the disagreement across bookmakers
(as suggested by, e.g., Zarnowitz and Lambros, 1987). In our application, this simple strategy might
be appropriate because we could expect the teams to be sufficiently different and the bookmakers to
have rather similar information about the teams. However, from a statistical point of view it would
be interesting to investigate whether this simple strategy is sufficient or can be improved by including
additional effects (e.g., pertaining to the bookmakers), or by using a more parsimonious parametrization
which still gives a good approximation of the underlying data-generating process. Therefore, we employ a
stochastic model class that captures the underlying probability distribution on a logit scale and contains
the simple strategy as a special case. We assume additive and normally distributed “errors” on the logit
scale, providing a natural way for assessment of means and variances in the models.

The model relates the expected winning logits logit(pi,b) to the (unobservable) “true” winning log-
its logit(pi) for team i, reflecting the bookmakers consensus, plus an additional (unobservable) normally-
distributed error term εi,b of bookmaker b for team i, reflecting the disagreement across the bookmakers.
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Table 1: Mixed-effects models for logit(pi,b) of team i by bookmaker j with different fixed and
random effects, where ν is the intercept, µj is the effect of bookmaker j, αi is the effect of team i,
βg(i) is the effect of group g of team i, γc(i) is the effect of confederation c of team i, and Zij is
a standardized error. Each model is evaluated by the log-likelihood value (logLik), the number of
estimated parameters (df), and the BIC.

Team Bookmaker Group Confederation logLik df BIC

1 none none none none −1544.63 2 3102.71
2 none fixed none none −1542.96 27 3267.46
3 none random none none −1544.67 3 3109.51
4 none random fixed none −1527.84 10 3122.92
5 none random none fixed −1329.27 8 2712.32
6 none random fixed fixed −1283.69 15 2668.24
7 fixed none none none 41.42 33 139.05
8 fixed fixed none none 124.83 58 140.31
9 fixed random none none 86.55 34 55.51

10 random none none none −87.04 3 194.26
11 random fixed none none −6.84 28 201.94
12 random fixed fixed none −6.17 35 247.68
13 random fixed none fixed 1.70 33 218.49
14 random fixed fixed fixed 3.52 40 261.91
15 random random none none −1544.64 4 3116.18

In order to capture these latent quantities by a linear mixed-effects model, we allow the true winning
logits to depend on a team effect αi, a group effect βg(i), a confederation effect γc(i) for confederation c
of team i, as well as an overall intercept ν. The error can additionally depend on µb, the mean effect of
bookmaker b. In summary, this can be written as

logit(pi,b) = logit(pi) + εi,b (2)

= ν + αi + βg(i) + γc(i) + µb + σZi,b, (3)

where Zi,b is a standardized error and σ is the standard deviation. Even if contrasts are employed, this
model is overspecified when all four effects αi, βg(i), γc(i) and µb are included as fixed effects due to the
the dependence of group g(i) and confederation c(i) on the team i.

In order to overcome this methodological issue, there are various conceivable solutions which can also
be motivated by subject-matter considerations: (a) The confederation effects could be omitted signaling
that all teams are sufficiently different. Note that the full team effect then still captures confederation
differences. (b) Alternatively, the team effect could be specified as a random effect (with zero mean)
conveying that the winning logits for each team deviate randomly from the mean as captured by the
remaining effects (e.g., by fixed confederation differences). (c) A random effect for the bookmakers would
be conceivable implying that the bookmakers’ odds deviate randomly from the mean as captured by the
remaining effects. Combinations of the ideas (a)–(c) lead to 15 different mixed-effects models. Table 1
specifies the different effects for each model. In order to find a parsimonious model which still gives a
good approximation of the underlying data-generating process, standard model selection methods can be
employed. We use the Bayesian information criterion (BIC; Pinheiro and Bates, 2000).

3 Results

Based on the modeling approach discussed above, we first choose the final mixed-effects model (Section 3.1)
from which the associated probabilities bpi for winning the FIFA World Cup 2010 for all teams are derived
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(Section 3.2). In addition, we investigate the models’ implications on the strengths of the groups of the
preliminaries (Section 3.3) and the confederations of the participating teams (Section 3.4), respectively.

3.1 Model selection

Fitting all 15 conceivable mixed-effects models discussed in the previous sections yields the results in
Table 1 which provides the log-likelihood, number of parameters, and associated BIC.

The best model emerging from the BIC selection is Model 9 (BIC = 55.51), containing a fixed team effect
(and hence no additional group or confederation effect) and a random bookmaker effect. Moreover, the
three best models (7–9) all have a fixed team effect, followed by Models 10–14 which have a random team
effect and perform slightly worse. Finally, all models which have no team effect at all (or just try to
capture it by group and/or confederation effects) perform clearly worse. In summary, this conveys that
the bookmakers employ knowledge about each individual team when fixing their odds (rather than being
mainly determined by group or confederation considerations). Furthermore, the fact that the bookmaker
effect can be captured well as a random effect suggests that there are no large systematic deviations between
the bookmakers. In retrospect, this model probably comes at no surprise because its interpretation is so
intuitive: All teams are expected to perform differently and the bookmakers’ expectations just vary
randomly around some common overall logit(bpi) = bν + bαi. It is reassuring that this intuitive model has
been selected from a more general class of models, where some of the alternatives would have also had
appealing interpretations.

3.2 Probability of winning the FIFA World Cup 2010

The bookmaker consensus for the FIFA World Cup 2010 can be derived from the best model, Model 9
by using the estimated winning logits logit(bpi) = bν + bαi. This consensus information on the logit scale
can be easily transformed to the associated winning probabilities bpi of winning the tournament for all
32 participating teams which are shown in Table 2. This bookmaker consensus information is compared
with the FIFA/Coca Cola World rating (Fédération Internationale de Football Association, 2010a) as well
as the World Football Elo Rating (Advanced Satellite Consulting Ltd, 2008) of the 32 participating teams.
Additionally, the eight origin groups of the preliminaries, and the football confederation of the teams are
shown. Spain is the best team of the 32 teams and has the highest probability (17.86%) of winning the
tournament. The expected runner-up is Brazil (15.27%), the favorite according to the FIFA and ELO
rating. The top two are followed by England (winning probability 11.95%), and Argentina (10.80%), who
are expected to play an exciting match for the third place. The team with the lowest winning probability
(0.06%) is New Zealand. The first nine teams are assigned to the UEFA or CONMEBOL. Three teams
out of the first ten are members of group G which implies that this group is the strongest, i.e., most
competitive group, only two teams can advance to the next round. Using the information about the given
tournament schedule in combination with the winning probabilities of the participating teams (Table 2)
the following 16 teams (eight group-winners and eight runners-up) are expected to play the first knock-
out round: France, Mexico (group A), Argentina, Nigeria (B), England, United States (C), Germany,
Serbia (D), Netherlands, Cameroon (E), Italy, Paraguay (F), Brazil, Portugal (G), Spain, and Chile (H).
These 16 teams are not the 16 participants with the highest winning probabilities implying that the group
drawn has an effect to the tournament outcome. In this paper we focus on predicting the winner of the
tournament. Nevertheless, if someone is interested in the dynamic of the tournament we suggest to use a
simulation approach (see Leitner et al., 2010) to determine, e.g., the probability that a specific team reach
the semi-finals.

3.3 Which is the strongest group of the preliminaries?

The forecast of the expected 16 teams qualifying for the first knock-out round implies a group effect.
Although our model contains a fixed team effect and hence no group effect (redundant information), we
can answer the question: “Which is the strongest group of the preliminaries?”. The estimated team
effects bαi imply a “group effect”. To derive this group effect we calculate the difference on the logit scale
between the average team effect in group g and the overall mean ν of all 32 participating teams of the
tournament. Table 3 shows these group effects for all eight groups (A–H). The group with the best chance
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Table 2: Estimated winning probabilities p̂i, associated winning logits logit(p̂i) (reflecting the
bookmakers consensus), the FIFA/Coca Cola World rating (Fédération Internationale de Football
Association, 2010a) and the World Football Elo Rating (Advanced Satellite Consulting Ltd, 2008)
for all 32 participating teams of the FIFA World Cup 2010. Additionally, the eight origin groups
of the preliminaries, and the football association of the teams are shown.

p̂i(%) logit(p̂i) FIFA ELO Group Confederation

Spain 17.86 −1.53 1565 2078 H UEFA
Brazil 15.27 −1.71 1611 2085 G CONMEBOL
England 11.95 −2.00 1068 1972 C UEFA
Argentina 10.80 −2.11 1076 1899 B CONMEBOL
Netherlands 7.39 −2.53 1231 2011 E UEFA
Italy 5.84 −2.78 1184 1922 F UEFA
Germany 5.76 −2.80 1082 1919 D UEFA
France 4.48 −3.06 1044 1855 A UEFA
Portugal 3.22 −3.40 1249 1838 G UEFA
Cote d’Ivoire 2.57 −3.63 856 1725 G CAF
Serbia 1.50 −4.18 947 1833 D UEFA
Chile 1.46 −4.21 888 1851 H CONMEBOL
Paraguay 1.16 −4.45 820 1730 F CONMEBOL
USA 1.13 −4.47 957 1741 C CONCACAF
Ghana 1.06 −4.54 800 1682 D CAF
Mexico 1.03 −4.57 895 1870 A CONCACAF
Uruguay 0.85 −4.76 899 1819 A CONMEBOL
Cameroon 0.81 −4.80 887 1698 E CAF
Nigeria 0.75 −4.89 883 1696 B CAF
Denmark 0.71 −4.95 767 1761 E UEFA
South Africa 0.64 −5.05 392 1648 A CAF
Australia 0.61 −5.09 886 1766 D AFC
Greece 0.51 −5.28 964 1726 B UEFA
Switzerland 0.45 −5.40 866 1746 H UEFA
South Korea 0.38 −5.57 632 1766 B AFC
Slovakia 0.33 −5.72 777 1626 F UEFA
Slovenia 0.30 −5.81 860 1648 C UEFA
Japan 0.27 −5.89 682 1690 E AFC
Algeria 0.19 −6.26 821 1536 C CAF
Honduras 0.12 −6.69 734 1725 H CONCACAF
Korea DPR 0.07 −7.21 285 1533 G AFC
New Zealand 0.06 −7.41 410 1531 F OFC

Table 3: Group effects for the eight groups of the preliminaries A–H.

A B C D E F G H

0.103 −0.002 −0.172 0.309 −0.082 −0.630 0.471 0.003

to include the winner is group G (0.471), followed by group D (0.309). Despite the fact that group H
includes the bookmakers’ favorite of winning the World Cup (Spain), group H follows just on the forth
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Table 4: Confederation effects and number of qualified teams for the 6 team’s confederations.

OFC AFC CONCACAF CAF UEFA CONMEBOL

−2.95 −1.48 −0.78 −0.40 0.66 1.01
1 4 3 6 13 5

position (0.003). Group B can be interpreted as the average group (−0.002). The smallest chance to
include the winner has group F (−0.630).

3.4 Which is the strongest confederation?

In addition to the group effect, the estimated team effects bαi also imply a “confederation effect”. We
derive this confederation effect by computing the difference on the logit scale between confederation c and
the overall mean ν of all 32 participating teams of the tournament. This result can be used to rank the
6 confederations of the participating teams and give an answer to the interesting question: “Which is the
strongest European confederation?”. Table 4 shows this confederation effects and the number of qualified
teams for the 6 confederations. CONMEBOL is with five participating teams the strongest confederation
(1.01), followed by the UEFA (0.66) which has the most participating teams (13).

4 Discussion

This paper investigates a general model class for the “unknown” true logits for winning a sports tournament
based on quoted bookmakers odds. The flexible model framework allows for capturing different effects
(e.g., team, group, and confederation). The variety of possible linear mixed-effects models can be derived
to a parsimonious model which still gives a good approximation of the underlying data-generating process
by a standard model selection approach (BIC). This model is then used to forecast the outcome of a sports
tournament. Here we apply this method to forecast the winner of the FIFA World Cup 2010. The model
selection approach yields a model with a fixed team effect plus a random bookmaker-specific deviation
forecasting team Spain as the winner (winning probability: 17.86%). Furthermore, we give answers to the
questions: “Which is the strongest group of the preliminaries?” (Answer: Group G) and “Which is the
strongest football confederation?” (Answer: CONMEBOL). Luckily for all football supporters, football is
a game and cannot be truly predicted using rational strategies and statistical methods. In fact, Ben-Naim
et al. (2006) argue that football (along with baseball) is the most random and competitive popular sport.
Thus, one prediction appears to be certain: an exciting FIFA World Cup 2010.

Computational details

All computations were carried out in the R system (version 2.9.2) for statistical computing (R Development
Core Team, 2010). In particular, the R package nlme version 3.1-92 (Pinheiro et al., 2009) was used for
the estimation of the mixed-effects models (see Pinheiro and Bates, 2000).
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